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Abstract

As we enter the Noisy Intermediate Scale Quantum (NISQ) era, a burning
question is whether near term quantum devices will have interesting practical
applications. One proposed application of NISQ devices is to find approximate
solutions to Quadratic Unconstrained Binary Optimization (QUBO) problems.
However, current quantum devices remain uncompetitive with classical solvers for
QUBO problems. In this thesis, we first address the limited number of qubits
available when using gate-based NISQ devices to solve QUBO problems. Traditional
methods map each binary variable to a qubit, limiting the problem sizes that can be
solved. We develop an encoding scheme to solve problems of nc classical variables
using O(log nc) qubits, exponentially increasing the size of problems that can be
tackled using NISQ devices.

We demonstrate this mapping with the simplest limiting case where the quantum
state describes statistically independent classical variables, which we call the minimal
encoding. Using this encoding in conjunction with a variational method, we obtain
solutions for randomly generated QUBO problems of up to 64 binary variables using
only 7 qubits. Next, we provide a framework for using additional qubits to capture
correlations between the classical variables, up to the other limiting case where
each binary variable is mapped to one qubit. We demonstrate how using additional
qubits to capture two-body correlations within a 42 variable MaxCut problem can
improve the quality of approximate solutions obtained compared to the minimally
encoded state.

To empirically evaluate the effectiveness of our encoding scheme, we consider
industry relevant instances of the vehicle routing problem and transaction settlement
problem with up to 3964 binary variables. We develop an ansatz specifically for this
encoding scheme that provides a smoother optimization landscape and simplifies
the calculation of the gradient, resulting in better performance. We executed our
methods on quantum hardware and benchmarked the solutions obtained against
traditional methods as well as the classical solver, Gurobi, showing that the best
results from quantum hardware are still unable to compete with classical methods.
The problem instances considered are the largest instances of their kind to be
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featured using gate-based quantum devices to date, and being able to fit them onto
NISQ devices is a promising first step towards their practical applications.

Next, we consider a strategy that reduces the search space over all solutions to a
subspace containing low energy solutions using the localization landscape function, a
function that identifies the localized regions of low energy eigenstates in disordered
media. We adapt this function to an analogous quantum state for QUBO problems,
allowing for low energy solutions to be sampled more rigorously. By preparing this
state using quantum linear solvers, one can reduce the heuristic nature of finding
approximate solutions within the fault-tolerant regime. We further expand on how
such a state can be prepared using NISQ-friendly approaches to achieve better
solutions compared to QAOA.
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CHAPTER 1. INTRODUCTION

Chapter 1

Introduction

1.1 Quantum Computers and Noisy
Intermediate-Scale Quantum Devices

Computation utilizing the principles of quantum mechanics was �rst proposed in

the early 1980s [1�4]. Since then, the �eld of quantum computation and simulation

has made signi�cant progress, built on the premise that quantum computers have

more computational power than classical computers and the promise to solve some

di�cult problems more e�ciently. Computational tasks with expected quantum

computational advantages include, for example, prime factorization [5], database

search [6], and solving a system of linear equations [7]. E�ciently solving these

tasks can in turn produce a tremendous impact on various scienti�c and industrial

areas. Another candidate for computational advantage is the use of quantum devices

for analog simulation, where the qubits on a quantum device are used to simulate

the dynamics of a target system [8�12], and can be used to study the behavior of

molecules, materials, and other complex systems.

The Noisy Intermediate-Scale Quantum (NISQ) era is a term coined to describe

the current period of quantum technology where gate-based quantum devices ranging

from tens to hundreds of qubits are easily available for access. Our control over

these qubits is imperfect and they lack error correction. Moreover, these qubits

are susceptible to noise in the environment, leading to decoherence � a loss in

their quantum properties [13�15]. This low coherence times limits the number of

operations that can be performed before the system becomes overwhelmed with
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CHAPTER 1. INTRODUCTION

noise.

While quantum computation has been demonstrated on a variety of di�erent

physical platforms, hardware providers within the NISQ era have provided cloud

access to gate-based quantum computing systems utilizing superconducting circuits,

trapped ions, and photonic circuits. These di�erent qubit architectures rely on

di�erent physical processes for qubit preparation, control, and readout.

Perhaps the most prevalent qubit architecture available for cloud access are

those based on superconducting circuits [16�22]. These circuits are fabricated using

modern lithography techniques [23], and qubits can be represented using the charge,

current, or energy of the circuit. The use of superconducting circuits allow faster gate

times, which in turn results in lower circuit execution times. One major limitation

of superconducting qubits is the limited connectivity of the qubits, which is �xed at

the time of fabrication. This requires long ranged interactions in the circuits to be

decomposed to match the connectivity of the qubits, resulting in longer circuits that

are more susceptible to noise especially within the NISQ era.

On the other hand, trapped-ion quantum computers typically have all-to-all

connectivity, making them ideal for implementing quantum algorithms with long

ranged interactions [24�26]. Here, the qubits are usually represented using the

ground and excited states of an electron in an ion. Trapped-ion qubits boast

longer coherence times compared to their superconducting counterparts. However,

their slower gate times mean that the number of sequential operations that can be

performed before decoherence is similar to that of superconducting qubits within

the NISQ regime, and usually results in longer execution times.

While less common, photonic devices are also becoming available via cloud

access [27�30]. Qubits are encoded using either single-photon states such as photon

polarisation, or multiple-photon states such as Fock states [31�37]. Circuits are

constructed by applying a series of Gaussian (e.g. beam splitters, phase shifters)

and non-Gaussian processes (e.g. Fock-state measurements) on these modes. In

principle, photonic devices also allow for high connectivity between the qubits, and

are easily scalable. Challenges with photonic devices include handling photon losses

to the environment, and the lower success rates for qubit preparation.

Aside from gate-based quantum devices, also available via cloud access are analog

2



CHAPTER 1. INTRODUCTION

quantum systems developed for speci�c tasks. Examples of these systems include

Rydberg atoms [38�40] and annealing-type approaches using superconducting qubits

[41]. A review of the more commonly used architectures and their mechanisms can

be found in Ref [42].

NISQ devices serve as a proving ground for interesting and exciting possibilities

as we move towards the fault-tolerant regime. Already, there is a growing interest

in whether it is possible to demonstrate computational speedups over classical

computing using NISQ devices, i.e.quantum primacyor quantum advantage. Indeed,

this has been shown to be true albeit for speci�c tasks, some of which are contrived

to be di�cult classically [27, 36, 43�45]. Despite this, advancements within the NISQ

regime serve as important starting points or motivations for future work, and can

still hold relevance when fault-tolerance is reached. There is a growing optimism that

quantum advantages applied when to problems of practical interest, whether in the

form of speeding up calculations or �nding better solutions to problems compared

to classical computers, can be had even with NISQ devices.

1.2 Binary Optimization Problems

One proposed area where quantum computing can be applied as well as have

a potential advantage over classical computing is in solving binary optimization

problems. Binary optimization problems are optimization problems where the

variables can only take on binary values of either0 or 1, and the goal is to �nd

the optimal con�guration of these binary values to minimize or maximize acost

function. These problems arise in many industries and exact solutions are di�cult

to �nd using classical methods, making the problemclassically intractable.

Early proposals of quantum approaches to solve binary optimization problems

introduced the method of Quantum Annealing (QA) [46�49]. In principle, QA is

able to ensure that the exact optimal solution can be found each time, a promising

start for developing quantum solvers. However, further studies of QA have found

that exponentially long runtimes are required for an exact solution to be found,

similar to classical exact solvers.

While quantum computing can o�er a speedup in exhaustive search approaches

3



CHAPTER 1. INTRODUCTION

to solve QUBO problems, this speed-up is only quadratic [6, 50, 51], and it has not

been proven whether quantum computing can e�ciently �nd solutions to QUBO

problems. Indeed, there are classically intractable problems that are di�cult to

solve even with quantum computers [52]. However, there is hope that they will

at least be able to �nd approximate solutions more quickly and of better quality

(closer to the optimal solution) compared to classical algorithms. In line with the

recurring theme of NISQ, whether this is possible also remains to be seen. Classical

algorithms for binary optimization problems contain decades of research poured

into developing highly performant heuristics, motivated by the demand for good

approximate solutions to binary optimization problems with industry relevance.

Within the NISQ regime, the study of quantum methods for QUBO solvers in

the near term serves as an interesting starting point for future developments in

quantum algorithms, as problems can be easily scaled to �t on modern day quantum

devices. This is in contrast to other areas of developments with the NISQ era, such as

quantum machine learning where large amounts of data are required to be embedded

and extracted from quantum states, especially for data that is classical in nature

[53�55]. Ultimately, it is hoped that some of the techniques developed may still

be relevant or, at the very least, inspire future developments for the fault-tolerant

regime.

1.3 Thesis Overview

As we progress through the NISQ era, it remains to be seen whether near term

quantum devices can provide both practicaland interesting applications beyond

just toy models. This thesis introduces a few advancements when applying quantum

algorithms to solve QUBO problems. The two main challenges we seek to address

are the poor scaling of qubits required for a given problem size, and the heuristic

nature of many NISQ algorithms when searching for approximate solutions. We

hope for these ideas to motivate and inspire further development for applications

beyond binary optimization as well as algorithms beyond the NISQ regime. We give

an outline of the thesis below.

Although �nding approximate solutions to QUBO problems have been a proposed
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CHAPTER 1. INTRODUCTION

use-case for near-term quantum computers, the usual methods of mapping one binary

variable to a qubit on the device strongly limits the size of problems that can be

solved on current hardware. To provide some perspective, industry-relevant problems

contain tens of thousands of binary variables, while gate-based devices at the time

of writing contain only a few hundred qubits. To date, only D-Wave's dedicated

Hybrid Solver Service claims the ability to process up to ten thousand variables

using this method of mapping the qubits to binary variables [56].

In Chapter 2, we introduce the QUBO problem and show how, using the example

of the MaxCut problem [57], an optimization problem can be reformulated as one.

We then discuss the basic principles of how near-term quantum devices can be used

to �nd approximate solutions to QUBO problems, as well as the advantages and

challenges faced in their implementation.

In Chapter 3, we develop an encoding scheme for mapping the binary variables

to the qubits. The greatest amount of compression o�ered allows for an exponential

reduction in the number of qubits required, at the cost of being unable to capture

any classical correlations between the binary variables. We outline a framework

as to how additional qubits can be used to capture2-body up to N -body classical

correlations between the binary variables, and show how classical solutions can

be sampled from the optimized quantum state. We provide numerical results

demonstrating the encoding scheme by using7 qubits to �nd approximate solutions

to a 64-variable problem, and show how capturing2-body correlations is able to

provide an improvement in the quality of the solutions obtained using a42-variable

3-regular MaxCut instance. We study the classical simulatability of the scheme, and

investigate its performance under the presence of noise.

In Chapter 4, we investigate the performance of these encoding schemes when

applied to industry-relevant optimization problems. We expand on the encoding

scheme by showing how the gradient of the cost function can be obtained using a

quantum device, as well as any challenges that may arise from doing so. We also

introduce a new ansatz tailored speci�cally to our encoding scheme, and show how

the use of the ansatz is able to simplify the calculations of the cost function and

the gradient. We evaluate our methods using a testbed of problems constructed

using data provided by collaborators within the �nance and logistic industries, and

5



CHAPTER 1. INTRODUCTION

provide experimental results obtained from multiple quantum backends from IonQ

and IBMQ. Lastly, we push the boundaries on the size of classical industry problems

that have been executed on gate-based quantum hardware by applying the encoding

scheme to �t problem sizes of up to3964-classical variables onto existing NISQ

hardware, and evaluate the readiness of these devices for real-world industry use

cases.

In Chapter 5, we shift our focus away from encoding schemes and qubit reduction

to introduce a new method of �nding approximate solutions to QUBO problems

using localization landscape theory from condensed matter physics. In Anderson

localization, matter waves are con�ned within a disordered medium due to destructive

interference. Identifying the regions of these localized eigenstates usually requires

solving the Schrödinger equation. Thelocalization landscapewas developed as a

means of predicting these regions of these low energy eigenstates without having

to solve the eigenvalue equation. By preparing a quantum state analogous to the

localization landscape of a QUBO problem, one can sample low energy solutions to

the problem at higher probabilities with known bounds. We outline the constraints

for these bounds to hold, as well as how a QUBO problem expressed in the form

of an Ising Hamiltonian can transformed to �t these constraints. We demonstrate

numerically how the landscape state can be prepared using NISQ-friendly approaches,

although this state may also be prepared using fault-tolerant quantum methods

to solve linear equations without resorting to heuristics. We analyze how one may

glean additional information from the problem at hand to improve the probability

of sampling the desired low energy solutions.

We conclude this thesis with a summary of the results presented, and brie�y

discuss prospective research directions stemming from this work.
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CHAPTER 2. BACKGROUND

Chapter 2

Background

2.1 Quadratic Unconstrained Binary
Optimization (QUBO)

The Quadratic Unconstrained Binary Optimization (QUBO) is a class of binary

optimization problems with the aim of minimizing or maximizing a quadratic cost

function by �nding the optimal combination of 1s and0s. We will refer to a vector

of these binary variables as abitstring or a solution, ~x. This problem can be formally

de�ned as �nding the optimal bitstring, ~x� , according to the following:

Find ~x� = argmin
~x

CQ(~x) (2.1)

whereCQ(~x) = ~x| A~x: (2.2)

The vector ~x contains nc classical binary variables~x = (x1; :::; xnc ) 2 f 0; 1gnc ,

and A is an nc � nc symmetric matrix constructed from the problem we are solving.

According to Ref. [58], a problem can be considered classically intractable if the

minimum amount of resources required to solve it grows exponentially. In the case

of the QUBO problem, it is easy to see that there are2nc possible solutions to look

through, and increasing the size of the problem by1 doubles the space possible

solutions. In computational complexity, NP is a complexity class representing the set

of all decision problemsthat can be veri�ed in polynomial time [59]. NP-completeare

the hardest problems in NP, and are decision problems in which all problems in NP

can be reduced to with polynomial overhead.NP-hard problems are at least as hard

in NP-complete problems, and are not necessarily decision problems. Intuitively, one

7



CHAPTER 2. BACKGROUND

can imagine the di�erence of asking whether a solution exists to the problem, versus

being tasked to �nd said solution. All NP-complete problems can also be reduced

to any NP-hard problems with polynomial overhead. Ref. [58] shows that QUBO

is an NP-Hard problem, and the existence of a polynomial time algorithm to solve

a QUBO will imply the existence of polynomial time algorithms for NP-complete

problems. As of writing, no such algorithm has been found, and is conjectured to

be inexistent.

2.1.1 Finding Solutions to QUBO problems

The main way to ensure that the optimal solution have been found is to use a

bruteforce method to enumerate all possible solutions, or through the use of exact

solvers such as the the Branch and Bound (or Branch and Cut) [60, 61]. However,

as the number of possible solutions grow exponentially with the size of the problem,

this quickly becomes computationally infeasible, especially for large problem sizes

typically encountered in industry use cases. The di�culty of �nding optimal solutions

have spurred the development of classical methods to �nd approximate solutions

[62�64].

One example of an approximate solver is Simulated Annealing (SA) [65�67].

SA was inspired the annealing process of crystal growth, in which atoms align

in a con�guration that minimizes the energy as the temperature of the system is

lowered. SA begins when an initial trial solution of the problem and some large

initial value of T, a parameter analogous to the annealing temperature. From here,

a stochastic method is used to generate nearby solutions (e.g. in terms of Hamming

distance), and the di�erence in energy,� E, (i.e. di�erence in cost) between the

newly generated solution and the current solution is calculated. If� E < 0, the new

solution is accepted immediately, and becomes the current state of the solver. If

� E > 0, common implementations of SA use an acceptance probability/ e� � E
T ,

adapted from the Metropolis-Hastings algorithm [68, 69]. A new solution is generated

again to be compared with the current solution, and the steps are repeated asT

is gradually decreased. This probabilistic acceptance or rejection to transition to

the next solution allows for the search process to escape areas of local minima when

8
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�nding the lowest energy con�guration.

Aside from SA, one may also use general purpose optimization suites to �nd

approximate QUBO solutions, such as Gurobi [70], CPLEX [71], and SCIP [72].

Other classical methods involve the use relaxation techniques like the Goemans-

Williamson algorithm [73], or heuristics and metaheuristics like TABU search [74�77],

Path relinking [78], and evolutionary algorithms [79�83]. A more in-depth review of

methods to solve QUBO problems can be found in Ref. [84].

The interest in studying QUBO problems come from the multitude of com-

binatorial optimization problems that can be reformulated as a QUBO, such as

scheduling, routing, assignment, and satis�ability problems, to name a few. Finding

approximate and optimal solutions to these problems can then be done by searching

for the solution for their corresponding QUBO problem.

2.1.2 The Maximum Cut Problem (MaxCut)

One example of an optimization problem commonly featured in literature on

QUBO problems is the MaxCut problem [57], which we will also encounter in this

thesis. To formulate the MaxCut problem as a QUBO, we will follow the model used

in Ref. [85]. The MaxCut problem aims to �nd a method of partitioning a graph

G(V; E) with vertices V and edgesE into two complementary subgraphs, such that

the number of edges between the two subgraphs is as large as possible. This can be

modelled by introducing binary variablesx i that take on the values ofx i = 1 if a

vertex i is in one subgraph andx i = 0 if it is in another subgraph. A cut can be

viewed as a bisection of an edge between verticesi and j and can be represented by

the quantity

x i + x j � 2x i x j =

8
>><

>>:

1; if edgeE ij is in the cut

0; if edgeE ij is not in the cut.
(2.3)

A maximization problem can easily be converted to a minimization problem by

multiplying the cost function by � 1. Doing the same here for we MaxCut problem,

9
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we arrive at

~x� = argmax
X

(i;j )2 E

(x i + x j � 2x i x j ) (2.4)

) ~x� = argmin
X

(i;j )2 E

(2x i x j � x i � x j ) : (2.5)

To construct the QUBO matrix A , we set the diagonal elements ofA to be the

coe�cients of the linear terms and, by splitting the quadratic terms 2x i x j =

x i x j + x j x i , setting these coe�cients of the quadratic terms to the diagonals ofA .

Simply put, the i th diagonal element ofA is the number of vertices connected to

vertex i multiplied by � 1, and the o�-diagonal elementsA ij = 1 if vertices i and j

are connected by an edge, andA ij = 0 otherwise.

In the following sections, we will give a brief background of the common concepts

and methods used solving QUBO problems using quantum approaches.

2.2 The Ising Hamiltonian

The Ising Hamiltonian is a mathematical model originally proposed to describe

ferromagnetic interactions between spins in condensed matter physics and materials

science [86�89]. Being one of the most widely-studied models in statistical mechanics

and theoretical physics, it is commonly used to describe the behaviour of spin glass

systems [90�94], and is an important starting point when using quantum approaches

to solve QUBO problems [58]. The classical Ising model consists of a set of discrete

spin-1
2 spins arranged on the vertices of a graph whose edges denote whether two

spins are allowed to interact. This system has a Hamiltonian that can be written as:

Ĥ Ising =
ncX

hi;j i

Jij �̂ z
i �̂ z

j +
ncX

i

hi �̂ z
i (2.6)

where �̂ z
i 2 f� 1; 1g is the Pauli-z operator acting on on thei th spin, and the sum

over hi; j i is taken over the edges in the graph. Note that Eq.(2.6) is expressed

against the usual convention, where both terms have negative signs preceding them.

The Jij coe�cients in the �rst term represent the coupling between spinsi and j .

Having Jij < 0 lowers the energy if both spinsi and j are aligned (ferromagnetic),

while Jij > 0 lowers the energy if both spins are anti-aligned (anti-ferromagnetic).

10
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The hi coe�cients in the second term models the strength of an external magnetic

�eld acting on the i th spin. For large values ofhi , the ground state ofĤ Ising favours

its spins being aligned or anti-aligned with this magnetic �eld, depending on the

sign of hi .

The importance of the Ising model comes from being able to model the phase

transition of certain materials at a certain critical critical temperature. Below this

critical temperature, the spins within the system align in the (anti-)ferromagnetic

phase. Above the critical temperature, the system will undergo a phase transition to

a paramagnetic phase, where the spins are randomly oriented. For low dimensional

simple systems, exact methods can be used to study the critical phases of the

system using the partition function or transfer matrix methods [95�98]. For higher

dimensional or more complex systems, one may use approximate methods such as

the mean-�eld approach [87, 99], or stochastic Monte-Carlo approaches such as

the well known Metropolis-Hastings algorithm from which simulated annealing was

adapted from [68, 69].

Solving QUBO problems using quantum devices often involve mapping the

problem to an Ising Hamiltonian and using the quantum device to �nd the ground

state energy of the system. Indeed, this is a di�cult task and as with QUBO

problems, and the existence of a polynomial time algorithm to solve this ground

state implies the existence of polynomial time algorithms for a host of other, similarly

di�cult, classical problems [100].

To map the elements ofA in Eq. (2.2) to the coe�cients of Eq. (2.6), we can

�rst consider A to be an adjacency matrix of a graph, where the sum overhi; j i

is taken over the o�-diagonal elements inA . We then continue by considering a

transformation by doing x = 1̂+ �̂ z

2 , mapping f� 1; 1g ! f 0; 1g. This is done by

11
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writing Eq. (2.2) as:

CQ =
X

i;j

A ij x i x j (2.7)

=
1
4

X

i;j

(1 + �̂ z
i )

�
1 + �̂ z

j

�
(2.8)

=
1
4

X

i;j

A ij

�
�̂ z

i �̂ z
j + �̂ z

i + �̂ z
j + 1

�
(2.9)

=
1
4

2

4
X

i 6= j

A ij �̂ z
i �̂ z

j + 2
X

i

0

@
X

j

A ij

1

A �̂ z
i +

0

@
X

i

A ii +
X

ij

A ij

1

A 1̂

3

5 (2.10)

where in the last line, we have used(�̂ z
i )2 = 1̂, the identity matrix. Finding the

minimum of Eq. (2.2) now becomes �nding the minimum ofhH Ising i , the expectation

energy of the Ising Hamiltonian in Eq.(2.6), with Jij = A ij

4 , hi = 1
2

P
j A ij , and an

o�set of 1
4

� P
ij A ij +

P
i A ii

�
which can be safely discarded as it does not change

the optimal solution to the problem.

The estimate of the ground state energy from a quantum device ishH Ising i .

Classically, the expected value of some variableY is given asE[Y] =
P

i Pr(Yi ) Yi ,

wherePr(Yi ) is the probability of sampling a valueYi from a probability distribution

over all possible values ofY. Using the equivalence ofCQ and H Ising , and a quantum

state as a probability distribution from which solutions~x can be sampled, we get

CQ =
2n cX

i

Pr(~xi )~x
|
i A~xi (2.11)

as the classical cost analog tohH Ising i , with Pr ( ~xi ) being the probability to sample

a bitstring ~xi from a probability distribution overall bitstrings. Equation (2.11) can

be considered as the general form of the classical QUBO cost function that is used

for quantum approaches, where the aim of the classical computer is to produce a

probability distribution that maximizes the chances of sampling the optimal solution

~x� , thus minimizing Eq. (2.11) and by extension, Eq. (2.2).

The quantum state produced by the device can be expressed as a superposition

over all possible basis states corresponding to each classical solution (bitstring):

j i =
X

~x2f 0;1gn c

� ~x j~xi : (2.12)

For a cost function of the form given above in Eq.(2.11), the probability of sampling

a bitstring ~xi can be obtained according the Born rule: Pr(~xi ) = jai j
2.
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2.3 Quantum Annealing

As previously discussed, quantum annealing (QA) is one of the earliest proposals

of a quantum method to solve binary optimization problems [46�49, 101�105]. QA

works by adiabatically transforming the system from an initial Hamiltonian with a

ground state that is easy to prepare, to a target Hamiltonian which represents the

problem. The �nal state of the system corresponds to the solution to the problem.

This provides an interesting paradigm where, instead of using classical computational

search techniques to search for solutions, the solution is obtained via the natural

evolution quantum state due to physical changes in the properties of the system.

The total Hamiltonian of the system is given by:

Ĥ (t) = � �( t)Ĥ0 + Ĥ Ising : (2.13)

The function �( t) is the annealing schedule and is analogous to the annealing

temperature in SA. Similar to SA, �( t) begins at a large value and is gradually

reduced to0. The initial Hamiltonian (sometimes called themixer), Ĥ0, is one

where the ground state is easily prepared and does not commute with the problem

Hamiltonian Ĥ Ising . A common choice for the mixing Hamiltonian isĤ0 =
P

i �̂ x
i .

In principle, QA can guarantee convergence to the exact optimal solution(s) in

the limit of exponentially long runtimes [49, 106, 107]. This is achieved by QA's

ability to tunnel through barriers between local minima during the annealing process

due to quantum mechanical �uctuations arising from the non-commutativity ofĤ0

and Ĥ Ising . The probability of crossing a barrier due to these quantum �uctuations

is / e� w
p

� E
�( t ) , wherew is the width of the barrier. By comparison, the probability of

escaping local minima due to thermal �uctuations in simulated annealing is/ e�
p

� E
T .

This suggests that QA is especially e�ective even if the barriers trapping one in

local minima are high, provided they are su�ciently narrow [47, 103, 108�110].

Intuitively, this corresponds to the system's ability to move from sub-optimal spin

con�gurations to nearby con�gurations (e.g. few spin-�ips away) of lower energy,

even if the intermediate con�gurations between them are of higher energy. In

practice, �nite time implementations are commonly used to obtain approximate

results instead [49], on top of the need for dedicated annealing hardware [41].
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The qubits in a quantum annealer may not necessarily have the same connectivity

as the problem, which may limit the speci�c problems that can be implemented.

These limitations can be addressed by using additional qubits to bridge the missing

connections, and �nding ways to map the connectivity of the problem to match the

connectivity of the device results in the minor embedding problem [111�114]. For

problem Hamiltonians with degenerate ground states, quantum annealing results

in certain degenerate states being more likely to be found than others [115�118].

Modern day quantum annealers are manufactured by D-Wave, the leading commercial

provider of this technology [41].

2.4 Hybrid Quantum-Classical Algorithms

As quantum computation began to develop, other proposals to solve QUBO

problems using more versatile, gate-based quantum hardware began to arise, partly

necessitated by the dedicated hardware required to implement Quantum Annealing.

One of the most commonly used methods is the use of a hybrid quantum-classical

algorithm, where a classical and quantum computer are used in tandem to perform

a task [119�121]. Due to the ubiquity of classical computers and their widespread

use when interfacing with quantum computers, hybrid quantum-classical algorithms

refer to ones where output from the classical computer play a fundamental role for

the algorithm to run, and not cases where a quantum computer is merely supported

or interfaced with a classical computer.

Variational Quantum Algorithms (VQA), motivated by the Rayleigh-Ritz vari-

ational principle, work to �nd the ground state energy of Ĥ Ising by minimizing

hĤ Ising (~� )i = h (~� )jĤ Ising j (~� )i as its cost function (aka objective function) using a

classical feedback loop optimizer to adjust the variational parameters of a quantum

circuit [121�123]. As we shall see in this work, the cost function need not always be

a quantum operator, even for quantum-based approaches.

A quantum state j (~� )i parameterized by~� can be prepared using a quantum

computer by applying a parameterized unitary transformation, typically called the

ansatz onto some initial statej 0i

j (~� )i = U(~� )j 0i (2.14)
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wherej 0i is typically taken to be j0i 
 nc . The exact form ofU(~� ) is one of the key

components that distinguishes between the various VQAs available and can a�ect

the quality of the solutions obtained. Choosing the optimalU(~� ) comes down to

many factors, including but not limited to, the ease of implementation on existing

hardware, the ability of the ansatz to produce a wide distribution of possible states

(i.e. expressibility) [124�127], its ability to encapsulate or reproduce the desired

target state (i.e. reachability) [128] and the existence of barren plateaus [129�131].

Another key aspect of VQAs is the classical optimization strategy used to �nd

the optimal parameters,~� � . Classical optimizers typically use either a gradient-free

or gradient-based strategy, and several optimization strategies have been designed

speci�cally for optimizing VQAs [132, 133]. Solving the QUBO problem now becomes

a task in non-convex optimization where the goal is to �nd the optimal variational

parameters such that the quantum circuit is able to consistently produce the solution

to the QUBO problem. This does not remove the NP-hard complexity of the problem,

as it has been shown that �nding the optimal parameters to a variational algorithm

is NP-hard [134].

Scalability is an important consideration for techniques developed within the

NISQ regime, as it ensures their usefulness when applied to larger scale quantum

devices as we transition towards fault-tolerance. Perhaps the biggest threat to the

scalability of NISQ proposals is the existance of barren plateaus � a phenomenon

where the gradient of the cost function decreases exponentially in the number of

qubits [129]. Numerically, they can be found by showing thatVar[@� C] � O( 1
2n q )

in the number of qubits,nq, whereC is the cost function to be minimized. Barren

plateaus pose an obstacle when optimizing (or training) a VQA, as an exponential

number of measurements is now required to properly characterize the gradient.

Gradient-free optimizers have also been shown to struggle with barren plateaus due

to the �at optimization landscape [135].

Barren plateaus are a common consequence of variational circuits with high

expressive ability, motivating e�orts into designing problem-inspired or physically-

inspired ansatzes. Depending on the cost function used, barren plateaus can also be

shown for short depth variational ansatzes [130], especially where one uses a global

cost function where the cost function depends on the measurement outcome upon all
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qubits, such as the QUBO cost function in Eq.(2.11). For local cost functions that

depend on the measurement outcomes of individual qubits, this exponential decay

of the gradient can be avoided by using a circuit depth ofO(log(nq)) and below.

Multiple proposals have been o�ered to mitigate the issues of barren plateaus,

apart from designing problem speci�c ansatzes. Parameter initialization strategies

aim to choose an initial set of parameters in a region where the minimum of the cost

function is likely to be found, therefore reducing the chances of the classical optimizer

moving towards an area within the landscape with barren plateaus [136�141]. E�orts

have also gone into addressing the expressibility of the circuit by correlating the

e�ect of variational parameters within the circuit [142], or exploring alternate ansatz

structures [143]. Di�erent optimization strategies have also been proposed, such as

optimizing smaller blocks of parameters at a time [144, 145].

Particularly detrimental to NISQ is the discovery of barren plateaus as a result

of hardware noise [131], where the gradient vanishes at every point within the cost

function landscape. Aside from reducing the noise in the circuit, or reducing the

dependence of the circuit depth on the number of qubits, noise induced barren

plateaus cannot be addressed by the methods described above.

2.4.1 The Quantum Approximate Optimization Algorithm

One of the most well known problem-based ansatzes is the Quantum Approximate

Optimization Algorithm (QAOA) [146]. New variations are regularly introduced

[147�161] due to it being one of the most well studied VQAs used to solve binary

optimization problems. QAOA implements a Trotterized version of the annealing

ansatz in Eq.(2.13) [162, 163]. The Trotterization is de�ned aseA+ B = lim
n!1

�
e

A
n e

B
n

� n
.

The time evolution of a quantum state under the annealing Hamiltonian in Eq.(2.13)

can be written as

U(t) = e� iH (t )t (2.15)

= e� it (A (t )Ĥ 0+ B (t)Ĥ Ising ) (2.16)

�
n=1

e� itA (t )Ĥ 0 e� itB (t )Ĥ Ising (2.17)

where going from the last line, we have expanded out the approximation to �rst

order. By letting tA (t) and tB (t) be variational parameters� and 
 , we arrive at
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Figure 2.1: The Quantum Approximate Optimization Algorithm ansatz with a
mixing Hamiltonian ĤM of which j+ i 
 nc is its ground state. The initial layer of
Hadamard gates preparej+ i 
 nc before applyingP alternating layers ofUC (
 p) and
UM (� p), parameterized by~
 and ~� . The di�culty of implementing QAOA comes
from the long-ranged interactions typically present inUC , the number of which scales
with O(n2

c) for a fully connectedĤ Ising . These long-ranged interactions may also
require additional decomposition to �t the speci�c topology of the device, resulting
in longer circuits that are more susceptible to noise.

the QAOA ansatz, written here for higher orders of expansion up toP:

j (~
; ~� )i =
PY

p
UM (� p)UC(
 p)j init i (2.18)

whereUM (� p) = e� i� p Ĥ M (2.19)

UC(
 p) = e� i
 p Ĥ Ising : (2.20)

Here, ĤM is the mixing Hamiltonian with j init i , the initial state of the system, as

its ground state. A common choice of the mixing Hamiltonian is the same
P

i �̂ x
i as

in QA above, with j init i = j+ i 
 nc , being the corresponding ground state. Other

choices for the mixing Hamiltonian and the initial ground state have been explored

in Refs. [147, 164].~
 and ~� are variational parameters whose optimal values are to

be found using a classical feedback loop. The QAOA circuit is depicted in Fig. 2.1.

Being a Trotterized version of QA, QAOA is able to monotonically converge to the

exact ground state ofĤ Ising in the limit of P ! 1 . The results of Trotterization can

also be observed from the optimal values of~� and ~
 [162], and have inspired ways of

initializing ~� and ~
 values based o� the annealing schedule after a �xed annealing

time T [165]. For speci�c problems, QAOA can also achieve a lower bound on the

quality of solutions produced, another key analytic result adding to its strengths.
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Figure 2.2: One commonly used circuit for variational quantum algorithms is to
begin with a layer of Hadamard gates followed byL alternating layers of CNOT
and Ry(~� ) rotations. This results in a quantum state that only has real coe�cients,
reducing the computational cost required to keep track of complex phases.

The di�culty of implementing QAOA is due to the need to decomposeUC into

the native gateset of the quantum device. For superconducting platforms, where the

qubits mainly interact with nearest neighbours connectivity, long ranged interactions

in UC require a SWAP network to implement, therefore resulting in increased circuit

depths [166�168]. For trapped-ion architectures, long ranged interactions can be

implemented between qubits, making them a more ideal choice for running QAOA.

Additional circuit and hardware optimisations have also been studied in attempts to

reduce this circuit depth [167, 169�171].

2.4.2 Hardware E�cient Parameterized Quantum Circuits

For ansatzes that do not require implementing a unitary based on̂H Ising , we

use the term Parameterized Quantum Circuits(PQC) as generic, �all-purpose�

variational ansatzes designed based o� their ease of implementation. Other synonyms

include hardware-e�cient or hardware-agnosticansatzes.

The construction of the unitary, U(~� ), is a �exible one and usually consists

of gates that are easily implemented by the quantum device. For simulations

without references to speci�c hardware, common methods of constructing PQCs use

alternating layers of single qubit rotation for the variational parameters and2-qubit

entangling gates to generate entanglement [172�175]. In experimental realizations,

the native gate-set of the quantum device can also be used. An example of a
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commonly used PQC is shown in Fig. 2.2. It is featured throughout this thesis, and

has been designed to produce a quantum state with only real coe�cients.

The �exibility of PQCs also allow for the construction of unitaries where the

gradient of the cost function with respect to the variational parameters in the

unitary can be easily calculated using the quantum device. This is done using the

parameter-shift rule [176�178], which broadly states that that partial derivatives of

a variational circuit can be computed by using the same circuit ansatz by shifting

the variational parameters by a �xed amount. More speci�cally, we can consider

the expectation value of some observablehÔi � parameterized by� on a PQC. In

PQCs where� is used to parameterize a single-qubit Pauli rotation, the gradient of

hÔi � can be expressed as:

@hÔi �

@�
=

1
2

h
hÔi � + �

2
� h Ôi � � �

2

i
: (2.21)

The more general form of this for gatesG = e� i �
2 G of di�erent generatorsG can be

found in [177]. On the surface, the parameter-shift rule as expressed in Eq.(2.21)

appears to be similar to the �nite di�erence approximation, @f
@� � (f + � )� (f � � )

2� , used

to estimate gradients of a function. The main di�erences between them come from

the parameter-shift rule being an exact, analytic formula for the gradient (up to the

accuracy of estimatinghÔi � ) rather than an approximation, and uses a macroscopic

shift in the variational parameters as opposed to requiring� << 1 for the �nite

di�erence approximation. For noisy quantum devices within the NISQ era, noise

in the device is likely to overwhelm any di�erences observed by the small shift� ,

resulting in poor estimation of the gradient. Being able to calculate these gradients

allows for gradient-based classical optimization techniques [179, 180] which are

especially useful for convex optimization problems.

One major disadvantage of PQCs that do not take into account aspects of the

problem Hamiltonian is the heuristic nature of �nding the target state. While there

are measures to evaluate the expressibility and entanglement capability of the unitary

constructed [124], for optimization problems such as QUBO, where the target state

is not known a priori , it is di�cult to ensure that the unitary is able to fully produce

the target state, making even the best classical optimizer available inadequate for

the task. Even for problem-based approaches, it is common for classical optimization
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to be done over multiplestarting points, (i.e. initial states of the circuit), before

comparing the �nal solutions and selecting for the best performing runs.

2.4.3 Quantum Assisted Eigensolvers

Quantum assisted eigensolvers (QAE) use a di�erent approach where a quan-

tum device is used to speed up speci�c subroutines to assist classical computa-

tion. Common tasks include calculating the overlap between quantum states, and

many examples take inspiration from methods involving Krylov subspace, imagi-

nary time evolution or quantum phase estimation [181�187]. Consider a problem

Hamiltonian H =
P n

i =1 � i Ui for some unitariesUi , and a set of e�ciently im-

plementable unitariesVj to prepare statesj� j i = Vj j0i . We can construct an

ansatz of the formj (~� )i =
P m

j =1 � j j� j i =
P m

j =1 � j Vj j0i where ~� is a vector of

complex values. A quantum computer is used to estimate the overlap matrices

D jk = h� j jHQ j� k i =
P

i � i h� j jUi j� k i and E jk = h� j j� k i . Finding the optimal state

is then done by classically optimizing over~� by solving the quadratic problem:

minimize over ~� 2 Cm : (~� � )T D~� (2.22)

subject to normalization: (~� � )T E~� = 1 (2.23)

whereD, E are the matrices with entriesD jk , E jk . The main di�erence between

QAE and the VQAs above is the lack of a classical-quantum feedback loop. Once

the overlap matrices have been obtained on a quantum device, remaining e�ort is

spent on classical optimization, which can be easily be carried out in parallel.

2.5 Alternative Methods

In addition to those listed above, multiple alternative methods to solve QUBO

problems using quantum devices have been proposed, including (but not limited to)

methods based o� Grover's search algorithms and amplitude ampli�cation [50, 51,

188, 189] and problem relaxation [190]. Due to the myriad of algorithms and their

numerous variations and implementations in literature, one may wish to refer to

Refs. [191, 192] for a more comprehensive overview of quantum algorithms within

the NISQ regime.
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Chapter 3

E�cient Encoding Schemes for
Binary Optimization Problems

This chapter summarizes the material published in

ˆ Tan, B., Lemonde, M.A., Thanasilp, S., Tangpanitanon, J. and Angelakis,

D.G., 2021. Qubit-e�cient encoding schemes for binary optimisation problems.

Quantum, 5, p.454.

3.1 Introduction

Solving QUBO problems is one of the proposed applications of quantum com-

puters. However, due to the infancy of modern day hardware, the sizes of problems

that are relevant to real world use-cases of QUBO problems are beyond the reach of

modern day quantum hardware.

In conventional implementations of VQA applied to solving QUBO problems,

each binary variable in~x is represented by a single qubit, i.e.nq = nc; a mapping

which we will refer to as thecomplete encoding. The resulting quantum state

is parameterized by a set of angles~� with the general form given in Eq.(2.12),

reiterated here as:

j cp(~� )i = Ûcp(~� )j 0i =
X

~x2f 0;1gn c

� ~x(~� )j~xi ; (3.1)

whereÛcp(~� ) is the unitary evolution implemented on the quantum platform,fj ~xi =


 nq
i jx i ig with x i 2 f 0; 1g is the complete computational basis spanned by thenq
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qubits and j 0i is a given input state. By associating a classical solution~x with a

basis statej~xi , the state j cp(~� )i is able to encode all possible classical solutions

in a linear superposition. This unique property of quantum mechanics opens the

possibility for multiple classical solutions to be tested simultaneously and this

intrinsic parallelism is a strong motivator in developing quantum algorithms for

classical problems.

In the case whereÛcp(~� ) is a universal quantum circuit, all � ~x in Eq. (3.1) can

in principle be independent (up to the normalization condition). Consequently,

this quantum state is able to capture all possible correlations between the classical

variables and exhibits expressive power beyond classical computation. The goal

from here would be to e�ciently navigate the exponentially large Hilbert space to

reach the basis state(s) which represent the exact or approximate solution(s) to the

QUBO problem.

3.2 Existing Qubit-E�cient Approaches

The limitations of NISQ devices have motivated e�orts in trying to �t larger

optimization problems onto a device using fewer qubits. Many of these methods are

useful within the NISQ regime and some of them may retain their relevance and lead

to interesting advances as we approach fault-tolerance. In this section, we provide a

brief overview of ongoing explorations to reduce the number of qubits required for

solving QUBO problems. Many of the approaches listed fall into multiple categories

and are subjectively grouped according to what they best represent.

3.2.1 Variable Fixing

Variable �xing methods are classical preprocessing steps used to reduce the size

of the QUBO problem for use in classical heuristics while maintaining the integrity

of the problem [193�197].

This is done by identifying locally optimal values of individual or subgroups of

binary variables within ~x and keeping those variables constant, therefore resulting in

fewer binary variables when searching for a solution. This is done with the intuition

that the variables chosen to be �xed will take on these same, �xed values as the
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optimal solution. Due to the exponential decrease in number of possible solutions,

can drastically reduce the search time for possible solutions. While it may initially

sound straightforward to use such methods to �x optimal values for individual binary

variables and continue until the entire vector is optimal, this may result in a vector

that is only locally optimal.

3.2.2 Divide and Conquer

Divide and conquer is a strategy to reduce the number of qubits required by

splitting the problem into smaller, and easier to solve (or implement) sub-problems.

The quantum device is used to search for solutions to these problems independently

before recombining them to obtain the complete solution to the original problem.

The main focus between approaches di�er on how the problem or quantum

circuits should be decomposed into smaller subcircuits, which can performed on

level of the problem [149, 158, 198�202], based o� the the amount of entanglement

in the circuit [203], or to form subcircuits by truncating long ranged interactions to

shorter ones [204�211], although most implementations tend to utilize a combination

of them.

3.2.3 Relaxation Techniques

Quantum relaxation techniques attempt to �nd solutions by relaxing the con-

straints of the problem, and then performing rounding methods to obtain a valid,

classical solution from the quantum state [212�216]. In the context of binary opti-

mization problems, the constraints of the variables are relaxed to take any values

between0 and 1, similar to the Goemans-Williamson's approximation algorithm

for Max Cut [73]. This allows for the problems to be formulated with techniques

that can be used to reduce the number of qubits required, such as those inspired

by Quantum Random Access codes, where more than1 bit of information can be

encoded per qubit at the expense of having a probabilistic retrieval of the bit's value.
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Figure 3.1: Example of how the number of qubits required for computation can be
reduced via mid-circuit measurement and resets. (a) Intended circuit where one
of the qubits does not participate in further operations past a certain point, while
later gates acting on a qubit that has yet to be involved in computation. (b) The
same qubit can be reused by measuring its output midway through the circuit, and
resetting it before the next instruction as a new qubit in thej0i state.

Integer Unary Binary One-hot
0 000 00 0001
1 001 01 0010
2 011 10 0100
3 111 11 1000

Table 3.1: Table comparing the di�erent encoding types. Given an optimization
problem with N possible con�gurations, indexed using integers, the number of binary
variables required for unary, binary, and one-hot encodings areN � 1, log2(N ),
and N respectively. Some implementations of unary encodings begin from0: : : 01,
requiring N binary variables.

3.2.4 Qubit-Reuse

Qubit-reuse techniques exploit mid-circuit measurements and resets to help

reduce the number of qubits required to evaluate a unitary [217�219]. An example

of how this can be done is depicted in Fig. 3.1, showing how a qubit that is only

involved in early stages of the circuit can be measured midway, reset, and then

reused again (e.g. as an ancilla) for gates later in the circuit that act on unused

qubits. Identifying the optimal method of compiling a circuit for qubit reuse can be

achieved using classical heuristics [217, 218].
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3.2.5 Qubit Encoding

In line with this chapter are encoding schemes that handle di�erent methods

of mapping the problem to qubits on the quantum device. Proposals in this area

usually attempt to reformulate the classical problem to one that requires fewer binary

variables and therefore fewer qubits. This is done by exploring di�erent methods of

using the binary variables to encode the con�gurations within the classical problem,

such asunary, binary, and one-hot encoding. Examples of how these encodings can

be used to represent di�erent con�gurations are shown in Table. 3.1.

In Refs. [220�223], the authors consider a method of embedding discrete op-

timization problems to qubits using a unary encoding inspired by ferromagnetic

domain walls in Physics. Other methods explore the use of higher order terms within

the Hamiltonian, combined with unary or binary encodings, from which a more

e�cient mapping between binary variables and qubits can be found [224�227].

Ref. [228] introduces a way to map an image to a quantum state of qudits by

using the basis states as addresses for the pixels, and the greyscale value of the

pixel is represented using coe�cients of the state. While not related to binary

optimization problems, this is similar to our encoding method used to reduce the

number of qubits required for QUBO problems, which we will introduce next.

3.3 Qubit-E�cient Encoding Schemes

In this section, we introduce a novel encoding scheme aimed at reducing the

number of qubits required for binary optimization problems. We begin by dividing

our nc binary variables into R subgroups. In general, these subgroups can contain

any number of the binary variables, and binary variables can appear in multiple

subgroups. For the purposes of simplicity, we will only consider cases where the

number of binary variables per subgroup is the same. We denote this number asna,

which refers to the number of binary variables in each subgroup.

An overview of di�erent ways to encode di�erent subgroups of qubits with

di�erent number of ancilla qubits na is given in Fig. 3.2, as well as how the addresses

for these subgroups are mapped to the basis states of register qubits.

The number of subgroups,R, depend on how the binary variables are grouped
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Figure 3.2: Schematic representation of the encoding schemes. (a) Complete graph
representing a dense QUBO matrixA . (b) A 3-regular graph Max-Cut problem. The
set of red edges is an example of perfect matching where each vertex is connected to
only a single edge. (c) Encoding schemes wherena-body correlation are encoded
with na increasing from top to bottom. In the minimal encoding, each of the2n r

basis statesj� i i is used to represent a single classical variablex i (vertex). In the
n-body (two-body) encoding scheme, groups ofn (two) classical variables are formed
and each basis state represents a unique encoded group. In the complete encoding,
each basis state represents an entire graph.

together. For example, if we were to divide the binary variables such that there are

equal number of binary variables in each subgroups and each binary variable only

appears in one subgroup, the number of registers is simplyR = nc
na

.

The encoding scheme works by usingancilla qubits to represent the values of

binary variables within the subgroups. Since each subgroup consists ofna variables,

na ancilla qubits are required. The basis states ofregister qubits are used to

represent theaddressof the R subgroups, requiringnr = dlog2(R)e, number of

qubits, whered�e is the ceiling function. The total number of qubits required is

thereforenq = na + nr . The quantum state that represents our classical solutions is
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expressed as:

j na (~� )i =
RX

i

� i (~� )

0

@
X

~xa 2f 0;1gn a

a~x
i (~� )j~xi a

1

A 
 j � i i r (3.2)

wherej~xi a and j� i i r are the basis states spanned by thena ancilla qubits and the

nr register qubits respectively.

One limiting case to consider is whenna = nc, i.e. when all the binary variables

are grouped together a single subgroup. Here,R = 1 and we can ignore the use of

register qubits. The number of qubits required isnq = na and we recover the usual,

straightforward mapping where each binary variable is represented by a single qubit

in the quantum device. We refer to this mapping is thecomplete encoding, and is

the same encoding used in quantum QUBO solvers such as Quantum Annealing and

QAOA where the problem is mapped to an Ising Hamiltonian. The quantum state

representing the complete encoding is given in Eq.(3.1). For a QUBO problem, our

optimal quantum state can be written asj c(~� opt )i =
P ndegen

i a~xi (~� opt )j~xi i , where the

sum overi is taken over the number of degenerate solutions to the QUBO problem.

The other limiting case to consider is the case wherena = 1 where each subgroup

consists of only one binary variable, resulting inR = nc subgroups. Here, the total

number of qubits isnq = 1 + dlog2(nc)e , with the second term showing that the

encoding scheme allows for an exponential reduction in the number of qubits required.

We refer to this encoding scheme as theminimal encoding. The limitation of this

compact mapping is its ability to only encode distribution functions of statistically

independent classical variables. This comes as no surprise as the quantum state uses

only nc coe�cients to encode a probability distribution over 2nc solutions. Despite

these limitations, we will examine this limiting case closely as it captures the core

elements of the general encoding strategy.

By contrast, we will observe that by increasing the number of ancilla qubits,

one can capturena-body classical correlationsbetween the binary variables. These

classical correlations determine the value of a binary variablei based on the value

of another binary variablej . Extending the number of ancillas to the full encoding

allows for the quantum state to capture the fullnc-body classical correlation within

the problem.

27



CHAPTER 3. QUBIT-EFFICIENT ENCODING SCHEMES FOR BINARY
OPTIMIZATION PROBLEMS

3.3.1 The Minimal Encoding

In this section, we will study theminimal encodingin closer detail. As mentioned,

it the limiting case of na = 1 where each subgroup consists of only one binary variable,

resulting in R = nc subgroups, and requiringnq = 1+ log2(nc) to representnc binary

variables. For this minimal encoding, the state in Eq. (3.2) becomes:

j (~� )i na =1 =
ncX

i =1

� i (~� )[ai (~� )j0i a + bi (~� )j1i a] 
 j � i i r (3.3)

where fj � i i r g and fj 0i a; j1i ag are computational basis states of the register and

ancilla qubits respectively. The premise is to de�ne a one-to-one correspondence

between each of thenc classical variablesx i in ~x and a unique basis statej� i i r , as

depicted in Fig. 3.2(c).

The probability distribution captured by the minimal encoding quantum state is

given by:

Pr(~x) =
ncY

i =1

Pr(x i ) (3.4)

=
ncY

i =1

jbi j2 (3.5)

which represents a probability distribution overnc independent variables, and

is the reason for the inability of the minimal encoding scheme to capture any

classical correlations between the binary variables for �xed~� . The probability of

the i th classical variable having the value1 or 0 is given by Pr(x i = 1) = jbi j2 and

Pr(x i = 0) = 1 �j bi j2 = jai j2 respectively. The coe�cients� i (~� ) capture the likelihood

of measuring each register statej� i i and thus the corresponding state of the ancilla

qubit, with this probability given as j� i (~� )j2. As an example, encoding the probability

distribution over all solutions ~x of dimensionsnc = 4 requiresnr = 2. One can then

de�ne the mapping asj� 1i r � j 00i r , j� 2i r � j 01i r , j� 3i r � j 10i r and j� 4i r � j 11i r .

Using this mapping, the quantum state representing the unit probability of sampling

~x = (1 ; 0; 0; 1) would be j i na =1 = ( j1i aj00i r + j0i aj01i r + j0i aj10i r + j1i aj11i r )=2. A

similar encoding strategy has been utilized in the context of image compression [228].

To demonstrate how the register coe�cients� i can be found, we consider an

example with na = 1 ancilla qubits and nr = 3 register qubits. The output state
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from measurements is

j i na =1 = c0000j0i aj000i r + c1000j1i aj000i r (3.6)

+ : : :

+ c0111j0i aj111i r + c1111j1i aj111i r

= � 000a000j0i aj000i r + � 000b000j1i aj000i r (3.7)

+ : : :

+ � 111a111j0i aj111i r + � 111b111j1i aj111i r

where going from the �rst equation to the second, we assigned the coe�cientsai

to the i th register if the ancilla is in statej0i and bi if it's in the state j1i . The

subscriptsa and r for the kets denote the ancilla and register qubits. The coe�cients

� i for each registeri can be found by summing the squared coe�cients of all ancilla

states from the same register:

j� i ai j2 + j� i bi j2 = j� i j2(jai j2 + jbi j2) (3.8)

= j� i j2 (3.9)

where we have used the normalization of the ancilla state to reach the second line.

3.3.1.1 Cost Function

As with standard VQAs, we de�ned a cost function to be minimized using a set

of parameters~� . We begin with the probabilistic cost function given in Eq.(2.11),

which we re-express here for convenience. Our aim is to produce a probability

distribution that maximizes the probability of sampling the optimal solution:

CQ =
X

f ~xg

~x| A ~xPr(~x)

=
X

f ~xg

ncX

i;j =1

x i A ij x j Pr(~x) (3.10)

=
ncX

i;j =1

A ij

X

f ~xjx i = x j =1 g

Pr(~x) (3.11)

wheref ~xg represents the ensemble of all the2nc possible solutions~x while f ~xjx i =

x j = 1g represents only the subset of the2nc � 2 solutions where thei th and j th
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Figure 3.3: Cost function landscape as a function of a randomly chosen� i for (a) the
complete encoding cost functionCcp(~� ) and (b) the minimal encoding cost function
C1(~� ), for a randomly generatedA with nc = 8. Solid lines show the expectation
value in the limit nmeas ! 1 , compared with the simulated value obtained from
�nite nmeas. The dotted lines from the cross to the triangle show the path taken by
COBYLA [229, 230] to �nd the optimal � i . Simulated values were obtained using
nmeas = 5000 and circuit depth L = 4. The complete encoding usednq = 8 qubits
while only nq = 4 qubits were required for the minimal encoding.

variables in~x are x i = x j = 1. To go from Eq. (3.10) to Eq. (3.11), we used the fact

that only variables with values equal to1 contributes to the cost function. This is the

same cost function used for all the encoding schemes outlined in Fig. 3.2(c). The main

di�erences between the encoding schemes is the method of calculating the probability

of obtaining each classical solution,Pr( ~xi ), as the di�erent encoding schemes result

in a di�erent quantum state used to encode the probability distribution.

To obtain the cost function for the minimal encoding, we substitute the probability

distribution of the minimal encoding Pr(~x) =
Q nc

i =1 Pr(x i ) into Eq. (2.11) using:

X

f ~xjx i = x j =1 g

Pr(~x) =

8
><

>:

Pr(x i = 1) Pr(x j = 1) if i 6= j

Pr(x i = 1) if i = j
; (3.12)

which, in terms of the quantum state amplitudes, reads

X

f ~xjx i = x j =1 g

Pr(~x) =

8
><

>:

jbi (~� )j2jbj (~� )j2 if i 6= j

jbi (~� )j2 if i = j
(3.13)

Substituting these results into Eq.(3.11) and re-expressing them in terms of projec-
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Figure 3.4: (a) Ansatz structure similar to Fig. 2.2 showing the split into ancilla and
register qubits. (b) Optimized cost function value in the minimal encoding scheme
as a function of circuit depthL for randomly generated problems of di�erent sizes
nc with nmeas ! 1 . The lines represent the mean �nal value of20 runs from 20
di�erent starting points ~� ini . The shaded regions show one standard deviation from
the mean. The optimization processes have been terminated atneval = 5000.

tors, one gets

C1(~� ) =
ncX

i;j =1

A ij jbi (~� )j2jbj (~� )j2(1 � � ij ) +
ncX

i =1

A ii jbi (~� )j2 (3.14)

=
ncX

i;j =1

A ij
j� i (~� )j2jbi (~� )j2

j� i (~� )j2
j� j (~� )j2jbj (~� )j2

j� j (~� )j2
(1 � � ij ) (3.15)

+
ncX

i;j =1

A ii
j� i (~� )j2jbi (~� )j2

j� i (~� )j2

=
ncX

i;j =1

A ij
hP̂1

i i ~� hP̂
1
j i ~�

hP̂i i ~� hP̂j i ~�

(1 � � ij ) +
ncX

i =1

A ii
hP̂1

i i ~�

hP̂i i ~�

: (3.16)

The operatorsP̂i = j� i ih� i jr are projectors over the register basis statej� i i r indepen-

dent of the ancilla state, andP̂1
i = j1ih1ja 
 P̂i are projectors over the register basis

state where the ancilla is in thej1i a state. The expectation value can be expressed

as hP̂i i ~� = h na =1 (~� )jP̂i j na =1 (~� )i , giving jbi (~� )j2 = hP̂1
i i ~� =hP̂i i ~� .

Each exact solution~x� that minimizes the QUBO problem de�ned by the

matrix A can be represented by a highly entangled quantum state of the form

j i na =1 =
P

i � i j� i i a 
 j � i i r with � i = f 0; 1g that minimizes Eq. (3.16). This point

is crucial as it ensures that �nding the global minimum of Eq.(3.16) also minimizes

Eq. (2.2), and leads to the exact classical solution that minimizes the QUBO problem.

An important aspect of C1(~� ) is that it only depends on the set of normsfj bi j2g

and in principle, is a continuous function, allowing for a wide variety of classical
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optimization techniques to be used. In practice,fj bi j2g is estimated using a �nite

number of measurements resulting in a noisy cost function. While it is possible

to attempt to minimize the classical QUBO cost function, i.e.~x| A~x in Eq. (2.2),

this requires reconstructing the classical solution from the quantum state (which

we will explain further in Sec. 3.3.1.2) and introduces additional stochasticity in

the cost function, especially if the number of measurements is insu�cient. For

a cost function in the form of C1(~� ), partial tomography performed by a series

of measurements solely in the computational basis is su�cient to estimateC1(~� )

directly, requiring fewer measurements overall. In general,C1(~� ) cannot be reduced

to a linear function of expectation values and therefore the QUBO model in the

minimal encoding scheme cannot be described with a suitable Hamiltonian.

A comparison of the cost function landscape for the complete encoding and

the minimal encoding is shown in Fig. 3.3 using the variational ansatz depicted in

Fig. 3.4(a), with L number of repeated layers consisting of alternating applications

of CNOT gates acting on nearest-neighbours, andRy(� ) rotations. We observe that

for the case of the minimal encoding, the cost function landscape has shifted from

one that is sinusoidal in the gate angles, to one which is highly non-convex. With a

�nite number of measurements,nmeas, we are able to observe the stochastic nature of

the cost function for both the minimal and complete encoding, typical of variational

quantum algorithms

In Fig. 3.4(b), we show the average optimized cost function as a function of

circuit depth for three QUBO instances of di�erent sizes,nc = 8; 32 and 64, using

nq = 4; 6 and 7 qubits respectively. We note that the expressive power ofj na =1 (~� )i

can be fully captured within the complete encoding scheme by using only a single

layer of Ry(� i ) rotations applied to each qubit. Studying the minimal encoding

scheme is therefore akin to examining the amount of resources required to map the

simplest quantum circuit of nc qubits onto an exponentially narrower circuit. In

each instance, the elements ofA were randomly drawn from a uniform distribution

ranging from � 1 to 1.

The optimization procedure is standard and �rst consists of randomly choosing

a starting point for the variational parameters~� ini from a uniform distribution and

measuring the output quantum statej na =1 (~� ini )i in the computational basis. This
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quantum evolution is repeatednmeas times to estimateC1(~� ini ). The results are fed

to a classical optimizer which updates the parameters� old ! � new. The parameters

are updatedneval times until convergence or if a set of termination criteria is met.

The resulting parameters are denoted~� opt .

COBYLA [229, 230] was our classical optimizer of choise as it was empirically

found to give the best results for the least number of cost function evaluations.

The e�ects of a noisy circuit will be investigated in Sec. 3.7 where we compare the

performance of noise-free optimization of anc = 32 matrix to one with a simpli�ed

noise model applied.

3.3.1.2 Sampling Classical Solutions

When solving QUBO problems using quantum approaches, a method is required

to obtain the classical solutions,~x, from the �nal quantum state. As mentioned,

quantum approaches encode a probability distribution over multiple classical solu-

tions, and obtaining classical solutions is done by sampling from these probability

distributions.

The method of sampling classical solutions is done based on the probably

distribution encoded by the quantum state. For the complete encoding case, the

quantum state in Eq. (3.1) is a superposition of all classical solutions, and a

measurement of all qubits in theZ-basis will produce a string of~z 2 f� 1; 1gnc which

can then be converted back to~x 2 f 0; 1gnc using the transformationx = 1̂+ �̂ z

2 , as

introduced in Sec. 2.2.

As mentioned in Sec. 3.3.1, the minimal encoding quantum state encodes a

probability distribution given by
Q nc

i =1 jbi j2. Classical solutions~x can be reconstructed

by assigning the value of1 to the i th binary variable by sampling the value according

to the probability Pr (x i = 1) = jbi j2, and 0 otherwise.

With the exception of the complete encoding, this additional sampling of classical

solutions from a quantum state necessitates the distinction between the number

of measurements,nmeas, also known as the number ofshotsused to estimate the

coe�cients of the quantum state, and the number of classical solutionssampled

from the resulting quantum state. In the complete encoding, the number of classical

solutions sampled is equal to the number of measurements taken on the quantum
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state, as each measurement already produces a single complete classical solution.

One may also simply round the coe�cientsjai j2 and jbi j2 in the minimal encoding

state without the need to sample multiple bitstrings. However, in the interest of

being able to obtain additional approximate solutions which may also be bene�cial,

the sampling procedure is an attempt to introduce additional stochasticity so that

better solutions have a larger likelihood of being sampled. Since the di�culty in

�nding approximate solutions lie in the optimization procedure, one can easily check

a smaller subset of solutions produced by sampling the �nal quantum state, and the

sampling method provides a small chance of �nding better approximate solutions.

More importantly, sampling classical solutions from the probability distribution is

what allows us to interpret the coe�cients jbi (~� )j2 in j i na =1 as the probabilities

required to calculate the cost function, in line with traditional quantum methods

where the quantum state encodes a distribution over multiple classical solutions.

Due to the �nite number of measurements used to estimate the cost function,

there may be cases where a register state is not measured if insu�cient measurements

are used. This causes the probability amplitudesbi to not be accurately characterized

as hP̂i i ~� = j� i (~� )j2 = 0, leading to C1(~� ) in Eq. (3.16) being unde�ned. Intuitively,

this means that we are unsure whether thei th bit is supposed to be0 or 1. As

a resolution, we manually setjbi j2 = 0:5, essentially guessing its value with 50%

probability. For speci�c QUBO problems where prior knowledge of the problem

may provide some insight into the solution, this value can be changed accordingly.

For example, it is common for industry optimization problems to have multiple

constraints encoded within the problem matrixA , resulting in cases where there are

more 0s than 1s in the optimal solution ~x� . As such, one may bias the probability

of sampling uncharacterized registers towards0 and havejbi j2 = 0.

It is also possible to introduce penalty terms in the cost function to ensure

that all the register probabilities remain approximately the same post optimization.

One such example is to add�
P nc

i

�
j� i j2 � 1

nc

� 2
, where� is a hyperparameter to be

chosen. In practice, �nding the optimal choice of� is di�cult and an improper

choice of� tends to result in poorer quality solutions. On the other hand, setting the

value of jbi j2 = 0:5 for register states that are not measured is analogous to adding

a small penalty term as it increases the cost function if the resulting state requires
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that jbi j2 = 0 or 1. On top of being able to handle uncharacterized registers, this

does not require additional �ne tuning of hyperparameters and works su�ciently

well in practice.

For some QUBO problems with degenerate solutions, it may be possible that

jbi j2 = 0:5 after convergence. Intuitively, this means that the value of that particular

variable being0 or 1 does not a�ect the solution and can be chosen freely.

The sampling protocol described above further illustrates why the minimal

encoding is unable to capture and classical correlations as the value assigned to

a binary variable i is sampled independently from all other binary variables in a

solution ~x. As we shall later observe, encoding schemes consisting of independent

subgroups (i.e. where binary variables do not appear in multiple subgroups) follow

a similar probability distribution where the quantum state is unable to capture

classical correlations between the independent subgroups.

Apart from the lack of classical correlations that the quantum state can capture,

a more quantitative trade-o� to reducing the number of qubits is the increase in

number of shots,nmeas, needed to reconstruct these probabilities encoded by the

quantum state to a desired precision. Unlike the complete encoding where each

measurement outcome returns a classical solution that can easily be checked against

other classical solutions, mitigating the issues discussed above requires signi�cantly

more shots overall. In addition, there may be cases where important binary variables

can have their speci�c register probabilities,j� i j2, be much smaller relative to other

register states therefore requiring many more measurements to determine the optimal

value of that speci�c binary variable.

3.3.2 Variational Protocol to Solve Randomly Generated
QUBO Models

This section shows the results of applying the minimal encoding scheme to

obtain classical solutions from the same three problem instances above of sizes

nc = 8; 32 and 64. In Fig. 3.5(a)�(c), we compare the in�nite measurement limit to

simulated values obtained usingnmeas � 1 � 15� 103, at speci�c circuit depths for

each of the di�erent problem sizes. Our �ndings show that increasing the number of

measurements reduces the likelihood of the optimizer terminating in a local minima
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Figure 3.5: (a)�(c): Evolution of the normalized cost function ~C1 = ( C1 �
Cmin )=(Cmax � Cmin ) during the optimization process in the minimal encoding
scheme for (a)nq = 4 qubits with circuit depth of L = 4 and matrix size ofnc = 8,
(b) nq = 6 qubits, circuit depth of L = 12, and matrix size ofnc = 32, and (c)
nq = 7 qubits, circuit depth of L = 18, and matrix size ofnc = 64. Shaded regions
represent one standard deviation from the average over30 di�erent starting ~� ini .
(d)�(f): Cumulative distribution of solutions drawn from the �nal quantum state
j (~� opt )i na =1 using the optimal parameters outlined in (a)�(c) for problem sizes of
(d) nc = 8, (e) nc = 32, and (f) nc = 64. 10 classical solutions were drawn from
each starting~� ini after optimization. The y-axis represents the fraction of solutions
with value above the corresponding~Cx (x-axis). Vertical lines show the minimum
~Cx found from the solutions. The black dotted line shows the distribution of (d) all
2nc = 256 solutions and (e)�(f) 4 � 108 randomly generated solutions.

caused by �uctuations in the cost function. It also allows for �ner tuning of the

optimal parameters due to the increased precision when estimatingC1(~� ), resulting

in an increase inneval.

From each of the optimized states of Fig. 3.5(a)�(c),10 classical solutions

~x were drawn and distributed according to their normalized cost function value
~Cx = ( Cx � Cmin )=(Cmax � Cmin ); their normalized cumulative sum is shown in

Fig. 3.5(d)�(f). The resulting histogram y( ~Cx ) (y-axis) represents the fraction of the

solutions drawn that have a cost function greater than~Cx (x-axis). For example, a

value y( ~Cx = 0:2) = 0:3 means that 30%of solutions drawn have a cost function

value of ~Cx > 0:2. Overall, better solutions obtained will result in a sharper peak

around ~Cx = 0. The di�erent coloured lines depict di�erent number of measurements
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nmeas and are compared to randomly drawn solutions represented by the dotted

black curves. The results show that the minimal encoding scheme was able to

produce a signi�cant portion of its solutions to be within20%of the optimal cost

function value for nc = 8; 32 and a majority of solutions produced for thenc = 64

case were found to be within30%of the optimal cost function value. The numerical

results also suggest that an increase in resources such asnmeas, neval and depth L

are required to maintain comparable accuracy as the problem sizes increase.

3.4 Capturing Two-Body Correlations

Following up from the minimal encoding, we take the �rst step towards exploring

intermediate encoding schemes where the number of binary variables are divided into

subgroups with more than one binary variable per subgroup. In this section, we show

how two-body correlations between the classical variables of the QUBO problem

can be introduced into the probability distribution captured by the quantum state.

These correlations refer to the conditional probability of one of the variables taking

on a certain value given the value of another variable when sampling the classical

solution from the probability distribution. Intuitively, this means that we are now

able to capture cases where the value of one binary variable,x i , depends on the

existing value of another binary variablex j . We also describe how the topology of

speci�c QUBO instances can be used to suggest the choice of correlated pairs to be

encoded. We demonstrate our methods on anc = 42 variable Max-Cut problem,

where we observed that encoding pairs of variables that are joined by an edge in the

graph is able to provide classical solutions that are superior to those obtained from

using the minimal encoding.

3.4.1 General Encoding Scheme

We propose the general form of the quantum state that allows for the encoding

of two-body correlations:

j na =2 (~� )i =
npairsX

i;j

� ij (~� )[aij (~� )j00i a + bij (~� )j10i a (3.17)

+ cij (~� )j01i a + dij (~� )j11i a] 
 j � ij i r ;
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wherena = 2 qubits make up the ancilla subspace andnr = dlog2(npairs)e qubits

for the register subspace. Similar to the minimal encoding scheme, each basis state

j� ij i r of the register space acts as a pointer. However, this pointer now points to the

index of subgroups consisting of pairs of classical variables(x i ; x j ), as depicted in

Fig. 3.2(c). The associated two-qubit ancilla state encodes the bare probability for all

pair values, e.g. Pr(x i = 0; x j = 0) = jaij j2, Pr(x i = 1; x j = 0) = jbij j2 etc, and allows

one to produce probability distributions that are able to capture correlations beyond

statistically independent variables. A similar encoding strategy has been considered

to address the issue of limited connectivity in quantum annealing platforms, allowing

them to simulate all-to-all connectivity from only local interactions [231].

The form of Eq. (3.17) is general enough to allow correlations to be captured

between either all pairs of variables or only a subset of these pairs. In certain cases,

one might be able to infer a preferred subset of pairs to encode based on the speci�c

topology of the problem, allowing for an important reduction in the number of

qubits required. In what follows, we highlight this point by comparing the results

obtained from two di�erent QUBO instances.

3.4.1.1 Selective Subsets for Sparse Matrices

In QUBO instances whereA is sparse, one might naturally expect that the

most important correlations are those between the pairs of non-zero elements inA .

One seminal instance of sparse QUBO models is thed-regular Max-Cut problem

whered � nc. Each vertex on the corresponding graph is represented by a classical

variable in ~x as depicted in Fig. 3.2(b), and each edge by a non-zero o�-diagonal

element inA . The resulting matrix A hasd unit entries per row and column, and

diagonal elementsA i;i = � d. By selectively encoding only thenpairs = nc � d=2

pairs between non-zero elements inA (i.e. the edges),nq = log2(nc � d) + 1 are

required, which is onlylog2(d) qubits more than the minimal encoding scheme.

To illustrate with an example, encoding the12 edges of the3-regular graph

with nc = 8 shown in Fig. 3.2(b) would requirenr = 4 register qubits. The pair

(x1; x2) could be mapped onto the basis statej� 12i r � j 0000i r , the pair (x1; x7) on

j� 17i r � j 0001i r and so on until each edge is associated with a unique basis state.
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3.4.1.2 Encoding All Possible Pairings for Dense Matrices

For more extreme instances whereA is dense, such as the randomly generated

QUBO models used in the previous section, selecting a speci�c subset of two-body

correlations becomes completely arbitrary. The only unbiased approach then involves

encoding all possiblenpairs = nc(nc � 1)=2 pairs of classical variables, requiring the

maximal number of qubitsnq = log2[nc(nc � 1)] + 1. Using this method to encode

the 28 edges in the fully connected graph shown Fig. 3.2(a) would requirenr = 5

register qubits. The mapping would proceed in a similar fashion as before, where

the pair (x1; x2) can be associated toj 12i r � j 00000i r , (x1; x3) to j 13i r � j 00001i r

and so on. As we shall observe, capturing all possible two-body correlations for

general dense QUBO problems is typically not an e�cient use of quantum resource

despite the �unbiased� choice of pairing the variables.

3.4.2 The Cost Function for Overlapping Subgroups

Interpreting the quantum state j 2i in Eq. (3.17) as a distribution function

Pr(~x) over the ensemble of classical solutions~x is not as straightforward as the

minimal encoding case. To better understand this statement, let us �rst consider

the limit where the ensemble of pairsf (i; j )g encoded would correspond to the set

of edges in a 1-regular graph, also known as a perfect matching in graph theory

and highlighted in Fig. 3.2(b). In this case, each variablex i is paired with a single

other variable x j and the probability to sample a solution~x is uniquely de�ned as

Pr(~x) =
Q

(i;j ) Pr(x i ; x j ). However, in the more general scenarios where at least one

variable is included in more than one pair, the probability of sampling a solution

~x is not uniquely de�ned anymore. For example, in the limit where all pairs are

encoded, there areNpm (nc) = ( nc � 1)!! ways of calculating Pr(~x) with the possibility

of vastly di�erent results, where Npm(nc) is the number of perfect matchings in a

fully connected graph.

In order to be able to de�ne a cost function in the form of Eq.(3.16) that

is well-behaved despite the non-uniqueness of Pr(~x), we need to de�ne averaged

probabilities �P i;j
� i ;� j

of samplingx i = � i and x j = � j where� = f 0; 1g that takes into

account the multiple ways of calculating Pr(~x). Doing so, we obtain the averaged
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probability of sampling (x i ; x j ) = (1 ; 1) from

�P i;j
1;1 =

ncX

l6= i;j

ncX

k6= i;j;l

Rijkl (G)( jcki j2 + jdki j2)( jclj j2 + jdlj j2)

+ Rij (G)jdij j2; (3.18)

wherecij and dij are the amplitudes of the ancilla states given in Eq.(3.17) (~� is

kept implicit). Here, Rij (G) = Npm(G � vi � vj )=Npm(G) is the ratio between the

number of perfect matchings after subtracting the verticesvi and vj from the graph

G to the total number of perfect matchings inG. Similarly, Rijkl describes the same

ratio but with 4 vertices removed instead. The graphG is built by mapping each

classical variable to a vertex and each pair encoded inj 2i to an edge. Using the

same approach, one can also derive the averaged probability of samplingx i = 1,

leading to

�P i
1 =

ncX

k6= i

Rik (G)( jbik j2 + jdik j2); (3.19)

wherebij is also de�ned in Eq. (3.17).

In the limit where all possible pairs are encoded, these ratios areRij (G) =

(nc � 3)!!=(nc � 1)!! = 1=(nc � 1) and Rijkl (G) = Rij (G)=(nc � 3). However, in the

case where only a subset of pairs are encoded,Rijkl (G) depends on the vertices

f i; j; k; l g and is NP-hard to evaluate. One thus needs to resort to approximated

ratios and our numerical experiments suggest that estimatingRij (G) = 1 =d and

Rijkl (G) = Rij (G)=(d � 2) for a d-regular graph leads to adequate behaviour of the

probabilities. Having the averaged probabilities de�ned, one can propose a cost

function of the form

C2(~� ) =
ncX

i;j =1

A ij
�P i;j

1;1(~� )(1 � � ij ) +
ncX

i =1

A ii
�P i

1(~� ): (3.20)

The key properties of Eq.(3.20) are similar to that of Eq. (3.16) in that (i) its

global minimum corresponds unambiguously to the solution~x that minimizes the

QUBO problem, (ii) it can be estimated by a series of measurements solely in the

computational basis, and (iii) it cannot be cast as a linear function of expectation

values as is.
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Figure 3.6: Schematic of the protocol to sample a solution from the ensemble of
two-body correlations. The set of numbers displayed next to the edges between
the vertices labeledx i and x j represents the probabilities�P i;j = ( �P i;j

0;0; �P i;j
1;0; �P i;j

0;1; �P i;j
1;1)

with the convention i < j . In this example, assuming that �P1;2
1;1 = 0:9 has the largest

probability in the entire graph, (x1; x2) would be the �rst pair to be selected in step
(1). The remaining steps are outlined in the main text.

3.4.3 Sampling the Classical Solution From the Quantum
State

The form of j 2(~� opt )i provides some �exibility in how solutions can be sampled

from it. In the following, we describe a sampling protocol that fully exploits the

encoded correlations and we show a simple example in Fig. 3.6.

The procedure is as follows.

1. Select the pair(i; j ) with the most de�nite mean probabilities, i.e. the pair

where �P i;j
� i ;� j

of sampling x i = � i and x j = � j is the closest to unity. As

an example, let us consider that the probability to sample(x1; x2) = (1 ; 1),
�P1;2

1;1 = 0:9, is the largest of all mean probabilities, we select the pair(1; 2).

2. Sample the value of the variables from the set of probabilities:

�P i;j = ( �P i;j
0;0; �P i;j

1;0; �P i;j
0;1; �P i;j

1;1).

3. Renormalize the probabilities of all variables connected to the pair evaluated

in (2). Following the example, assume thatx2 = 1 has been sampled and is

connected to the variablex3, with probabilities �P2;3 = (0 ; 0:1; 0:6; 0:3). The

probability of sampling (x2; x3) = (0 ; 1), P2;3
0;1 = 0:6, is now irrelevant given

that x2 = 1, leading to an updated probability of samplingx3 = 0 of 0:25 and

Pr(x3 = 1) = 0 :75.
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